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What is Natural Language 
Processing (NLP)

 Natural Language Processing is a theoretically motivated range of

computational techniques for analyzing and representing naturally 

occurring texts at one or more levels of linguistic analysis for the 

purpose of achieving human-like language processing for a range 

of tasks or applications.(1)

 NLP is a field of computer science concerned with the interactions 
between computers and human (natural) languages.

 Computers use (analyze, understand, generate) natural language.

 Natural language understanding systems convert samples of human    

language into more formal representations that are easier for  

computer programs to manipulate.

 Natural language generation systems convert information from 

computer databases into readable human language.

1- Liddy, E. D. In Encyclopedia of Library and Information Science, 2nd Ed. Marcel Decker, Inc.



What is Natural Language 
Processing (NLP)

 Text Processing

 Lexical: tokenization, part of speech, head, lemmas

 Parsing and chunking

 Semantic tagging: semantic role, word sense

 Certain expressions: named entities

 Discourse: coreference, discourse segments

 Speech Processing

 Phonetic transcription

 Segmentation (punctuations)

 Prosody
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Evaluation of natural language 
processing

 The goal of NLP evaluation is to measure one or more qualities 

of an algorithm or a system, in order to determine whether (or to 

what extent) the system answers the goals of its designers, or 

meets the needs of its users.

 The choice of the word ‘processing’ is very deliberate, and 

should not be replaced with ‘understanding’.

 For although the field of NLP was originally referred to as 

Natural Language Understanding (NLU) in the early days of AI, 

it is well agreed today that while the goal of NLP is true NLU, 

that goal has not yet been accomplished.
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Evaluation of natural language 
processing

 A full NLU System would be able to:

1. Paraphrase an input text.

2. Translate the text into another language.

3. Answer questions about the contents of the text.

4. Draw inferences from the text.

 While NLP has made serious inroads into accomplishing goals 1 

to 3, the fact that NLP systems cannot, of themselves, draw 

inferences from text, NLU still remains the goal of NLP.

 There are more practical goals for NLP, many related to the 

particular application for which it is being utilized.
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Two Generations of NLP

 Hand-crafted Systems – Knowledge Engineering 
[1950s– ]
 Rules written by hand; adjusted by error analysis

 Require experts who understand both the systems 

and domain

 Iterative guess-test-tweak-repeat cycle

 Automatic, Trainable (Machine Learning) System 
[1985s– ]
 The tasks are modeled in a statistical way

 More robust techniques based on rich annotations

 Perform better than rules (Parsing 90% vs. 75% accuracy)



Where does NLP fit in the  CS 
taxonomy?
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Why is Computer Processing of 
Human Language Difficult?

 Computers are not brains

 There is evidence that much of language understanding is 

built-in  to the human brain

 Computers do not socialize

 Much of language is about communicating with people

 Key problems:

 Representation of meaning

 Language only reflects the surface of meaning

 Language presupposes knowledge about the world

 Language presupposes communication between people
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Why Natural Language 
Processing ?
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 Huge amounts of data 

 Internet = at least 20 

billions pages

 Intranet

 Applications for 

processing large 

amounts of texts 

require NLP expertise

 Classify text into categories

 Index and search large texts

 Automatic translation

 Speech understanding

 Understand phone conversations

 Information extraction

 Extract useful information from 

resumes

 Automatic summarization

 Condense 1 book into 1 page

 Question answering

 Knowledge acquisition

 Text generations / dialogues



Levels of natural language 
processing (NLP)
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Levels of natural language 
processing (NLP)
 Phonology

This level deals with the interpretation of speech sounds within and 

across words. There are three types of rules used in phonological 

analysis:

1. phonetic rules – for sounds within words.

2. phonemic rules – for variations of pronunciation when words     

are spoken together.

3. prosodic rules – for fluctuation in stress and intonation across a 

sentence.

 Morphology (Formation of words )

This level deals with the componential nature of words, which are 

composed of morphemes – the smallest units of meaning. For 

example, the word preregistration can be morphologically analyzed into 

three separate morphemes: the prefix pre, the root registra, and the 

suffix tion. an NLP system can recognize the meaning conveyed by 

each morpheme in order to gain and represent meaning
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Levels of natural language 
processing (NLP)

 Lexical

At this level, humans, as well as NLP systems, interpret the meaning of 

individual words. The following representation of the meaning of the 

word launch is in the form of logical predicates.  
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Levels of natural language 
processing (NLP)
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 Syntactic (Formation of phrases/sentences from words)
• This level focuses on analyzing the words in a sentence so as to 

uncover the grammatical structure of the sentence. This requires both a 

grammar and a parser. The output of this level of processing is a 

representation of the sentence that reveals  the structural dependency 

relationships between the words.

• Syntax conveys meaning in most languages because order and    

dependency contribute to meaning. For example the two  sentences:     

- ‘The dog chased the cat.’ 

- and ‘The cat chased the dog.’ 

differ only in terms of syntax, yet convey quite different meanings.



Issues in Syntax

 Full parsing: John loves Mary 

Help figuring out (automatically) questions like: Who did what  and 

when?
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Levels of natural language 
processing (NLP)
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 Semantic (The meaning of words and phrases)
• This is the level at which most people think meaning is determined,    

however, as we can see in the above defining of the levels, it is all the  

levels that contribute to meaning. Semantic processing determines the  

possible meanings of a sentence by focusing on the interactions  

among word-level meanings in the sentence. This level of processing  

can include the semantic disambiguation of words with multiple  

senses; in  an analogous way to how syntactic disambiguation of  

words that can function as multiple parts-of-speech is accomplished at  

the syntactic  level. 

• Semantic disambiguation permits one and only one sense of  

polysemous words to be selected and included in the semantic   

representation of the sentence. 

• For example, amongst other meanings, ‘file’ as a noun can mean either 

a folder for storing papers, or a tool to shape one’s fingernails, or a line of 

individuals in a queue. If information from the rest of the sentence were 

required for the disambiguation, the semantic, not the lexical level, would 

do the disambiguation.



Levels of natural language 
processing (NLP)
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 Discourse
• While syntax and semantics work with sentence-length units, the     

discourse level of NLP works with units of text longer than a sentence.  

That is, it does not interpret multi-sentence texts as just concatenated  

sentences, each of which can be interpreted singly. Rather, discourse  

focuses on the properties of the text as a whole that convey meaning by

making connections between component sentences. Several types of    

discourse processing can occur at this level.

• Two of the most common being anaphora resolution and 

discourse/text structure recognition. Anaphora resolution is the   

replacing of words such as pronouns, which are semantically vacant,   

with the appropriate entity to which they refer . Discourse/text   

structure recognition determines the functions of sentences in

the text, which, in turn, adds to the meaningful representation of the  

text



The city councilors refused the demonstrators a permit because 

they feared  violence.

The city councilors refused the demonstrators a permit because 

they  advocated revolution.

Levels of natural language 
processing (NLP)
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 Pragmatic
• This level is concerned with the purposeful use of language in situations 

and utilizes context over and above the contents of the text for 

understanding The goal is to explain how extra meaning is read into texts 

without actually being encoded in them. This requires much world 

knowledge, including the understanding of intentions, plans, and goals.

• For example, the following two sentences require resolution of the 

anaphoric term ‘they’, but this resolution requires pragmatic or world 

knowledge.
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APPROACHES TO NATURAL 
LANGUAGE PROCESSING

Natural language processing approaches fall roughly into four categories:

 Symbolic Approach:
Symbolic approaches perform deep analysis of linguistic phenomena and are 

based on explicit representation of facts about language through well-understood 

knowledge representation schemes and associated algorithms.

 Statistical Approach

Statistical approaches employ various mathematical techniques and often use 

large text corpora to develop approximate generalized models of linguistic 

phenomena based on actual examples of these phenomena provided by the text 

corpora without adding significant linguistic or world knowledge. Statistical 

approaches have typically been used in tasks such as speech recognition,

lexical acquisition, parsing, part-of-speech tagging, collocations, statistical 

machine translation, statistical grammar learning, and so on.
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APPROACHES TO NATURAL 
LANGUAGE PROCESSING

 Connectionist  Approach

Similar to the statistical approaches, connectionist approaches also develop 

generalized models from examples of linguistic phenomena. What separates 

connectionism from  other statistical methods is that connectionist models 

combine statistical learning with various theories of representation - thus the 

connectionist representations allow transformation, inference, and manipulation of 

logic formulae . In addition, in connectionist systems, linguistic models are harder 

to observe due to the fact that connectionist architectures are less constrained 

than statistical ones.

 To summarize, symbolic, statistical, and connectionist approaches have exhibited

different characteristics, thus some problems may be better tackled with one approach

while other problems by another. In some cases, for some specific tasks, one approach

may prove adequate, while in other cases, the tasks can get so complex that it might 

not be possible to choose a single best approach. In addition, as Klavans and Resnik

pointed out, there is no such thing as a “purely statistical” method.



Real-World Applications of NLP

 Natural language processing provides both theory and implementations for 

a range of applications. In fact, any application that utilizes text is a 

candidate for NLP. The most frequent applications utilizing NLP include the 

following:

1. Information Retrieval: given the significant presence of text in this 

application, it is surprising that so few implementations utilize NLP.

2. Information Extraction (IE): a more recent application area, IE 

focuses on the recognition, tagging, and extraction into a structured 

representation, certain key elements of information, e.g. persons, 

companies, locations, organizations, from large collections of text.

3. Question-Answering :in contrast to Information Retrieval, which 

provides a list of potentially relevant documents in response to a user’s 

query, question-answering provides the user with either just the text of 

the answer itself or answer-providing passages.
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Real-World Applications of NLP

4. Summarization : the higher levels of NLP , particularly the discourse 

level, can empower an implementation that reduces a larger text into 

a shorter, yet richly-constituted abbreviated narrative representation 

of the original document.

5. Machine Translation : perhaps the oldest of all NLP applications, 

various levels of NLP have been utilized in MT systems, ranging from 

the ‘word-based’ approach to applications that include higher levels of 

analysis.

6. Dialogue Systems : perhaps the omnipresent application of the 

future, in the systems envisioned by large providers of end-user 

applications. Dialogue systems, which usually focus on a narrowly 

defined  application (e.g. your refrigerator or home sound system), 

currently utilize the phonetic and lexical levels of language. It is 

believed that utilization of all the levels of language processing 

explained above offer the potential for truly habitable dialogue 

systems.
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Real-World Applications of NLP

• Doc classification

• Doc clustering

• Spam detection

• Cross Language IR

• Multiple language summarization

• Language generation

• Plagarism or author detection

• Error correction, language restoration

• Language teaching

• Knowledge acquisition (dictionaries, thesaurus, semantic lexicons)

• Speech recognition

• Text to Speech

• Speaker Identification

• (multi-modal) Dialog systems

• Deciphering ancient scripts
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CONCLUSIONS

While NLP is a relatively recent area of research and application, as 

compared to other information technology approaches, there have been 

sufficient successes to date that suggest that NLP-based information 

access technologies will continue to be a major area of research and 

development in information systems now and far into the future.
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